
IEEE ROBOTICS AND AUTOMATION LETTERS. PREPRINT VERSION. ACCEPTED JANUARY, 2022 1

Reconstruction and Synthesis of
Lidar Point Clouds of Spray

Yi-Chien Shih1, Wei-Hsiang Liao2, Wen-Chieh Lin1, Sai-Keung Wong1 and Chieh-Chih Wang3

Abstract—Lidars are commonly used on autonomous vehicles,
but their performance can be significantly affected by adverse
weather. A number of studies have been devoted to analyzing
and improving lidars’ performance in rain, fog, and snow. Yet,
relatively little attention has been paid to road spray which
occurs when vehicles travel on wet surfaces at high speed.
Road spray produced by the vehicles causes false positive point
measurements in lidar scans. To evaluate the performance of lidar
perception systems or train learning-based perception models, a
large amount of data collected in various weather conditions are
needed. Unfortunately, collecting spray data is challenging due
to the requirements for certain weather conditions (e.g., heavy
rain), and vehicles with high speed. In this paper, we propose the
first data-driven method combined with simulation to reconstruct
and synthesize spray data. The proposed pipeline can be applied
to data augmentation by adding spray effects to existing lidar
data collected under good weather conditions. We compare the
performance of vehicle detection models trained with and without
augmented data. The model trained with augmented data achieve
significant performance improvement given real-world spray-
affected point cloud data.

Index Terms—Spray, Simulation and animation, Object detec-
tion, Semantic scene understanding, Autonomous driving

I. INTRODUCTION

AMajor challenge for developing autonomous vehicles is
how to maintain the robustness of perception systems

under adverse weather conditions. Lidar is widely used in
environment understanding. However, it suffers from severe
performance impairment because of adverse weather condi-
tions, e.g., rain, fog, snow [1]–[10], dust [11], and exhaust
gas [12].

A phenomenon that occurs frequently in unfavorable
weather but has not been fully addressed in autonomous
vehicles’ perception systems is road spray. Vehicles traveling
at high speed on wet surfaces produce splash and spray,
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Fig. 1: Detection results of the vehicle detection models with and
without road spray water. White points are lidar point clouds. Red
bounding boxes represent ground truth detection labels. Green and
yellow bounding boxes are the detection results produced by our
model trained with and without using augmented spray data, respec-
tively. The yellow boxes are wrongly detected as vehicles, parts of
vehicles, or larger vehicles with wrong orientation. The green boxes
are produced properly and are less affected by road spray water.

which can heavily influence the lidar perception systems of
autonomous vehicles, e.g., misinterpreting the point clouds
caused by spray water as moving vehicles [13], or misjudging
actual vehicles’ sizes or types because the excess point clouds
caused by spray water often tightly tail the actual vehicles. In
this paper, we propose a data-driven approach combined with
simulation for spray reconstruction and synthesis that aim to
address the problems. We demonstrate one of its applications
on improving the performance of vehicle detection models
(Figure 1).

Due to recent success and great advance of deep learning
approaches in various areas of computer vision and artificial
intelligence, many modern perception systems consist of deep-
learning models. Such systems usually need a huge amount
of data for training. Furthermore, it is essential to test the
robustness of lidar perception systems, whether learning-
based or not, using lidar data collected in adverse weather
conditions, i.e., weather-affected data. Although there are
publicly available datasets providing sufficient data for train-
ing or testing those learning-based perception systems, most
datasets are collected either under good weather conditions
or including scenes under the adverse weather with a very
minor extent [14]–[17]. This is predominantly because of the
difficulty in collecting data under the adverse weather, as some



2 IEEE ROBOTICS AND AUTOMATION LETTERS. PREPRINT VERSION. ACCEPTED JANUARY, 2022

adverse weather may not occur often in the real world. Several
studies employed controlled environments or climate chambers
to simulate rain and fog [18], or even spray [13]. However,
building such facilities requires a lot of time and resources,
and some weather conditions cannot be reproduced easily in
controlled environments. Thus, it is more feasible to acquire
training data from data augmentation through simulation than
from the real world or controlled environments [8], [13], [14],
[18]–[21].

Reconstruction and synthesis are essential for generating
data that can be used to train or validate lidar perception
systems. In this paper, reconstruction refers to the process of
producing virtual point clouds which capture the movement
patterns of lidar point clouds of real spray. Synthesis is the
process of creating virtual point clouds which have similar
movement patterns of the lidar point clouds of real spray.
Thus, the synthesized point clouds capture real spray affected
by slight variations of various factors.

Existing approaches on reconstructing spray data are often
based on adjusting or optimizing parameters of spray sim-
ulation models. In [13], the Pearson correlation coefficient
is used to evaluate the similarity between simulated and
reference data based on 2D histograms with a bin size of
0.5m × 0.5m. Spray patterns similar to real-world data can
be reproduced via a trial and error process that involves
multiple iterations of manual parameter tuning and physics
simulation. The enormous computational cost of multiple
iterations of simulation makes the generation of large-amount
data extremely difficult. In fact, reconstructing diverse real-
world spray data using pure-simulation methods is challenging
because accurate physical models and parameters are required
(e.g., road geometry, vehicles, and tires, road conditions, water
thickness, wind conditions). Therefore, we propose a data-
driven method which does not require accurate models and
parameters. The method can reconstruct real spray but also
synthesize spray using a small amount of real spray data.

Inspired by [22], we formulated the problem of spray
reconstruction as a search problem in the proposed data-
driven approach, rather than an optimization problem that
requires an expensive iterative process. We develop a spray
simulation model and employ it for spray reconstruction and
synthesis. The main idea is that an excessive amount of particle
trajectories are precomputed. Then a subset of the particles are
selected to match with the real-world lidar scan data based on a
similarity metric in the reconstruction and synthesis processes.
The reconstruction process takes only three iterations of spray
simulation.

The proposed method was tested on spray data in the
Waymo dataset [23] for its realisticness. It achieved an av-
erage scan error of 0.211m and 0.212m for reconstruction
and synthesis, respectively. Our method could generate spray
point clouds with rich styles. To further test the capability
of the proposed method, a manipulation check experiment
was conducted to investigate the effects of different system
parameters. Moreover, we demonstrated an application of our
method on data augmentation. Vehicle detection models were
trained with real-world spray-affected lidar data and with
augmented data, respectively. The model which was trained

with the augmented data improved the F1 score by up to 2.5%.
The contributions are as follows: (1) A data-driven method

combined with simulation for reconstruction and synthesis
of spray lidar point clouds; (2) A novel formulation that
transforms an optimization problem (in the space of model
parameters) as a search problem (in the space of precomputed
particle trajectories); (3) A fast computational pipeline that
requires only three iterations of spray simulations; and (4)
Demonstration of data augmentation on improving vehicle
detection under the influence of road water spray.

II. BACKGROUND AND RELATED WORK

A. Splash and Spray Simulation

Early research on splash and spray reduction by Weir et
al. [24] identified and separated the spray phenomenon into
four primary mechanisms: bow wave, side wave, tread pickup,
and capillary adhesion. Each mechanism displaces water from
a certain area of a vehicle tire into a different trajectory.
Larger droplets, or splash, are mainly produced by side waves
and bow waves, while smaller droplets, or spray, are mainly
produced by tread pickups and capillary adhesion.

Spray simulation has been studied for decades in vehi-
cle soiling simulation, car-body design, and driving safety.
Conventionally, Computational Fluid Dynamics (CFD) soft-
ware simulates the wind field around a traveling vehicle and
computes the trajectories of water droplets [25]–[29]. The
spray simulation results can be used to predict how different
adverse weather conditions affect road users [30], [31]. While
physically accurate, CFD simulation requires a tremendous
amount of computational time, and thus is not feasible for
tasks that require a large number of simulated data with rich
variations. To speed up the spray simulation process, Vargas
Rivero et al. [13] approximated turbulence with the curl of
Perlin noise [32].

B. Reconstruction and Control of Fluids

The problem of spray reconstruction is similar to fluid
control, in which simulation results should fit target fluid
patterns or shapes, or be similar to given states, e.g., keyframes
or reconstruction targets. Fluid control is usually formulated as
an optimization problem. For example, smoke simulations can
be controlled through user-specified keyframes by optimizing
control parameters [33]. And adjoint methods are employed
to speed up the optimization process [34].

Another approach is to formulate the problem of recon-
struction as a search problem. Simulation models can generate
candidates of different types, e.g., rigid body motion or
particles [22]; and then the candidates are selected manually
or by efficient algorithms for reconstruction based on some
objective measures.

III. METHOD

Let Sref be the reconstruction reference sequence which is
the real spray point clouds given by the users. The goal is
to reconstruct Sref and synthesize variations of Sref . The
pipeline for reconstructing and synthesizing spray has two
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Fig. 2: Method overview. The components that are connected by the red arrows are in the process of reconstruction. The other components
are in the process of synthesis. The spray generation module generates an initial list of particles, Tsim. Sref is the reconstruction reference
sequence. Trec and Tsyn are the lists of selected particles for reconstruction and synthesis, respectively. T ∗

rec and T ∗
syn are the refined results

of Trec and Tsyn, respectively. S∗
rec and S∗

syn are point clouds generated by performing simulation (i.e., particle trajectory simulation and
lidar perception) for T ∗

rec and T ∗
syn, respectively. Note: During the P2P-based greedy refinement process, the simulation stage is required

for generating data for filtering.

major stages (Figure 2): data-processing and simulation. In the
data-processing stage, an initial list of spray particles, Tsim,
is produced. These particles will be refined and then used
in reconstruction or synthesis of spray. The simulation stage
consists of two modules: particle trajectory simulation and
lidar perception. The particle trajectory simulation computes
the trajectories of a given list of particles (e.g., Tsim, T ∗

rec,
or T ∗

syn). After that, the lidar perception module employs a
simulated (or virtual) lidar sensor to obtain the point clouds
of the particles.

Our method treats the reconstruction as a search problem,
wherein the numbers of particle trajectories are precomputed.
In the selection process, a subset of particles whose trajec-
tories resemble the sequence of point clouds of spray with
the least error are selected for reconstruction. The selection
process includes two steps: local selection and P2P-based
greedy refinement. The local selection considers each scan
independently. The P2P-based greedy refinement chooses the
particles based on their contributions to the overall similarity
which is evaluated based on the point-to-point (P2P) distance
between their induced point clouds and Sref . After that, a
refined list of particles, T ∗

rec, is obtained. The particles of T ∗
rec

are then passed to the simulation stage. Finally, physically
plausible trajectories of the particles and the corresponding
lidar point clouds S∗

rec are generated.
To synthesize lidar point clouds for spray, the synthesis

process samples the particles from Trec, and globally refines
the sampled particles to obtain T ∗

syn such that T ∗
syn can repro-

duce patterns similar to that of the reconstruction reference
sequence (Sref ) but with slight variations. The refined list of
the particles, T ∗

syn, is passed to the simulation stage to generate
a sequence of synthesized point clouds, S∗

syn.

A. Spray Simulation Model

The spray simulation model consists of two modules: spray
generation and particle trajectory simulation.

1) Spray Generation: We integrate the spray generation
model (SGM) proposed by Flintsch et al. [25] in the spray
generation model. SGM considers four primary mechanisms
that spray water is released by a vehicle tire. This work
considers three mechanisms which are bow wave (BW), side

wave (SW), and tread pickup (TP). But the capillary adhesion
mechanism is ignored as it produces significantly less spray
water compared to the other three mechanisms. Giving a
simulated vehicle moving with speed Sveh, the following
formulas set the initial velocities of the particles emitted from
a tire of the simulated vehicle:

VTP = Sveh

(
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where VTP , VBW , and VSW represent the initial velocities of
particles produced by tread pickups, bow wave, and side wave,
respectively. The particles are simulated in the local frame of
the simulated vehicle. The positive x-axis is the direction of
travel of the vehicle, y-axis is the lateral direction, and z-axis is
the up-direction. Here, t ∈ [10°, 30°], b = 35°, n ∈ [15°, 20°],
and l ∈ [10°, 15°] are angle parameters. ζ (=0.2) controls the
magnitude of the initial droplet velocities [25]. In the SGM, t
is set to 10°. However, based on [27], the angle between the
water droplets produced by the tread pickup mechanism and
the ground can be as high as 30°. Thus, our model samples
t uniformly in [10°, 30°]. Finally, a horizontal perturbation
Ps · rand(0, 1) is added to the y-components of the initial
velocities of all the particles, where Ps is the perturbation
strength, and rand(0, 1) is a uniformly sampled scalar in
(0, 1). The perturbation enriches the trajectory patterns of the
particles in the search space so that more diverse spray can be
generated.

Our method emits particles continuously over the faces of
emitters. To do so, we place the emitter meshes to cover
tightly each tire mesh. These emitters are divided into groups.
Each group generates particles based on one of the three spray
mechanisms. The initial positions of the particles are randomly
sampled from these emitters. For the side wave mechanism,
two sets of emitters are required as this mechanism happens
on both sides of the tire. In [25], particles are generated at
vertices of the tire meshes.
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The emission rate of particles is an important parameter in
spray simulation as the computational cost increases with it.
The emission rate of each mechanism is defined as ERX =
C ·MRX , where X ∈ {TP,BW,SW}, and C is a constant
rate. MRX is the ratio of the amount of the particles produced
by a specific spray mechanism, determined by the mass flow
rate equations [25], [30]:

MRTP = Sveh · b · (1−K) · hgroove · ρW ,

MRBW = 0.5 · ρW · b · Sveh ·
(
δW −K · hfilm − (1−K) · hgroove

)
,

where b = 0.195 is the tire width, K = 0.77 is the proportion
of the tire width that is not a groove, ρW is water density, and
δW is the water film thickness; hgroove = max(δW , 0.0001)
is the depth of water picked up on each rotation of the tire;
hfilm = max(δW , 0.01) is the water depth in the tire tread.
Finally, MRSW = MRBW is suggested in [25].

2) Particle Trajectory Simulation: After the particles are
spawned, we use the physics engine Unity to simulate their
trajectories. The dynamics of the particles are simulated based
on gravity, drag force (caused by the surrounding wind field),
and interaction between the particles and car-body.

To achieve high accuracy while retaining efficiency, we
precompute the wind field ( [35]) that will be used in other
modules. Given the velocity and geometry of a vehicle, the
wind field is simulated using the PIMPLE solver in the
SimFlow CFD software [36]. The wind field is a function
which maps a 3D position p at time t to a wind velocity w,
i.e., W (p, t) = w. Let v and p be the velocity and position of
a particle. The drag force exerted on the particle is computed
as follows:

FD =
1

2
ρ∥u∥uCdA, (1)

where ρ is the density of the air; u = W (p, t) − v is the
wind velocity relative to the particle at time t; Cd is the drag
coefficient (Cd = 0.2 in our implementation); A = πr2 is the
cross sectional area of the particle, and r is the particle radius.

B. Lidar Perception

This section presents how to simulate a virtual lidar to
perceive the particles. The sampling rate for the virtual lidar
is 10Hz. For each lidar scan, the lidar perception module
receives the meshes of all the vehicles and states of all the
particles. Multiple rays are cast from the virtual lidar toward
different directions simultaneously. The distribution of the rays
is determined based on the resolution of the virtual lidar, which
is set to 64 × 2650, same as the one used in the Waymo
dataset [23]. To reduce the number of particles, we used
different radius values for computing drag force and lidar
ray-casting. The radius for ray-casting lidar simulation, rm,
is called the minimal detectable radius, which is larger than
the radius r of the particles. Finally, a ray-sphere intersection
test is performed to determine whether a ray hits a particle.

Next, several post-processing steps are applied to model ray
drop, range measurement noise, and rolling shutter effect. Let
τ ∈ (0, 1] be a given drop rate, a point is discarded if p < τ ,
where each lidar ray is assigned with a uniformly-sampled
value p ∈ [0, 1). Then a random displacement based on

normal distribution N (0, σ2) is added to the range measure-
ment of the virtual lidar (see [37]). Lastly, to simulate rolling
shutter effect, the following equation is used to determine the
x-component of each lidar ray:

rayHit.x +=
Sveh

f

γ

2π
, (2)

where rayHit is the collision point, f is the lidar’s sampling
rate, and γ is the azimuth angle of the lidar ray. Eq. 2 is
a simplified model, which does not consider the rotational
motion of the lidar, and it should be performed before ray-
casting. Nevertheless, we do not find that both issues cause a
significant impact to the reconstruction and synthesis results
in our experiments.

C. Local Selection

The local selection module chooses the subset of the par-
ticles based on their distances to the point clouds of the
reconstruction reference sequence Sref . A particle is selected
if there is at least one point from the reconstruction reference
PCref ∈ Sref within a distance threshold ∆D.

A reconstruction reference sequence is acquired from real-
world lidar scans containing spray point clouds as follows. The
lidar point clouds of spray water that are within a rectangular
region (5 × 85m2) behind the ego-vehicle are extracted as
reconstruction references Sref .

For reconstructing a reconstruction reference sequence, the
local selection module performs on each scan. If a particle is
selected in a scan, it is added to list Trec for reconstruction.
As the number of particles are reduced by the local selection
module, the downstream modules will not have to operate on
Tsim, which is a much larger set of particles, thereby greatly
reducing the computational time of the entire process.

D. P2P-based Greedy Refinement

After performing the local selection module, we obtain Trec.
However, the particles of Trec cannot be directly used for spray
reconstruction because they are selected only based on a single
time instant. A particle that increases the similarity at one
time instant may decrease the similarity at other time instants.
The entire trajectories of the particles need to be considered
jointly when evaluating the similarity between the reference
and reconstructed point clouds. Therefore, we adopt the P2P-
based greedy refinement process to further filter Trec. To do
so, the simulation stage takes Trec as input to obtain Srec

(i.e., a sequence of point clouds). Then the similarity between
Srec and the reconstruction reference sequence Sref is used to
determine which particles of Trec should be kept in the refined
list T ∗

rec.
There are various metrics for measuring the similarity be-

tween two point clouds. However, most of them are developed
based on local surface reconstruction or local modeling [38]–
[40], which assume point clouds represent surfaces. Compared
to surfaces of objects, the geometry of water spray is neither
smooth nor stable, but rather broken and noisy. Therefore, the
point-to-point (P2P) distance metric is used in this work, which
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does not make any assumption on the underlying geometry of
the point clouds.

Each particle may induce multiple points when it is per-
ceived by the virtual lidar. A point p is deemed beneficial to
its corresponding reconstruction reference PCref ∈ Sref if its
P2P distance is not greater than the mean distance. For each
particle i ∈ Trec, if it induces more beneficial points than non-
beneficial ones, i is kept in the refined list T ∗

rec. Furthermore,
the simulation stage (i.e., particle trajectory simulation and
lidar perception) can take T ∗

rec as input to produce a refined
reconstruction point cloud sequence S∗

rec.
In short, the P2P-based greedy refinement process chooses

a particle of Trec based on the contribution of all lidar points
that it induces in Srec. And the contribution of the particle is
considered as whether the particle can reduce the P2P distance
between Srec and Sref during the particle’s lifetime. After
that, we obtain T ∗

rec and use it to produce S∗
rec. Thus, the

P2P-based greedy refinement process is a greedy algorithm
that loops through each particle’s contribution to the simulated
point clouds.

E. Synthesis

Given a list Trec generated by the reconstruction module,
every particle is spawned at a location near the surface of the
vehicle tire at its generation time. If we unwrap the tire surface
as a rectangular region that is treated as a texture (i.e., mapping
the tire surface to a 2D texture space), the particles in Trec

are spawned (generated) from different 2D locations at each
time instant. If we stack these textures of the emitted locations
of the particles for all the time instants, the spatiotemporal
distribution of the spawned positions of the particles is formed.

A spatial structure, e.g., kd-tree, can be constructed with the
initial positions of the particles at each time instant, forming
the spatiotemporal distribution of the particles’ spawned posi-
tions. This 3D distribution model (2D space + 1D time) can
essentially be considered as a non-parametric statistical model
(similar to the model of particle filtering) that represents the
geometric and dynamic characteristics of the reference point
clouds. Thus, the synthesis of lidar data can be achieved by
sampling particles from the distribution model. To increase the
synthesis variety, we do not directly sample from Trec. Instead,
we sample the distribution model from the “spatiotemporal
neighborhood” of each particle in Trec. The initial position
of the synthetic particle is obtained by adding a perturbation
to the initial position of each particles in Trec. Then neighbor
particles within a radius in the spatial domain and a generation
time window in the temporal domain are selected, and the
initial velocity and generation time is then interpolated from
these neighbor particles. The search radius and the generation
time window are set to 3mm and 0.05 s.

As the spawning regions of different spray mechanisms are
not the same, the synthesis module is performed for each spray
mechanism. After that, the resulting particles obtained from
the synthesis module are combined to yield the final synthesis
list of particles, Tsyn. The initial states of the particles in Tsyn

are also fed into the P2P-based greedy refinement module,
such that a refined list of particles T ∗

syn is obtained. Finally,

T ∗
syn is used to re-run the simulation to obtain the synthetic

point clouds sequence S∗
syn.

IV. EXPERIMENTS

We conducted two experiments to evaluate the accuracy and
generalizability of our method, respectively. Then we demon-
strated its application on data augmentation for improving the
performance of learning-based vehicle detection models.

A. Method Evaluation

1) Reconstruction and Synthesis Accuracy: We extracted
five spray sequences of spray-affected lidar point cloud data
obtained from the Waymo dataset [23]. Each spray sequence
was used as a reconstruction reference Sref . Table I lists
the errors of reconstructed and synthesized sequences. Here,
the error is defined as the average P2P distance between a
reconstructed/synthetic sequence and its reference sequence,
across all scans. The parameter settings of each module are
listed below: particle trajectory simulation (r = 15 µm, δW =
0.1mm, Ps = 8ms−1, Sveh = 29/20/29/21/25m s−1,
C = 1 × 104 s−1), lidar perception (τ = 0.17, σ = 0.002,
rm = 35mm), local selection (∆D = 0.2m).

TABLE I
RECONSTRUCTION AND SYNTHESIS ERRORS MEASURED IN AVERAGE P2P

DISTANCE ACROSS SCANS FROM THE FIVE SELECTED SPRAY SEQUENCES
FROM THE WAYMO DATASET [23].

Reconstruction Synthesis

Sref Srec S∗
rec Ssyn S∗

syn

Sequence 1 0.233 0.206 0.236 0.205
Sequence 2 0.295 0.271 0.302 0.275
Sequence 3 0.222 0.209 0.226 0.209
Sequence 4 0.221 0.190 0.224 0.193
Sequence 5 0.214 0.180 0.215 0.178

Average (meter) 0.237 0.211 0.241 0.212

The reconstructed and synthesized point cloud sequences
achieved good similarity with the references. The average
P2P reconstruction and synthesis errors across the five spray
sequences were 0.211m and 0.212m, respectively. The errors
in the reconstructed and synthesized sequences were similar
to each other because the synthesized sequences were sampled
from a distribution model of the reconstructed sequence. Our
method achieves low error with a 3D metric and can recon-
struct lidar scan sequences of a 64-beam lidar automatically.

The proposed greedy refinement process improves the sim-
ilarity between the reconstructed/synthesized results and the
reconstruction reference sequence. Sequence 2 yields lower
similarity (higher error) as it was collected in heavy rain with
strong wind. In that sequence, the spray pattern tilts to the side
of the ego-vehicle, which makes modeling the trajectories of
particles difficult, because external wind forces other than the
vehicle’s wake are not accounted in CFD simulation.

Computational performance. The hardware consisted of
an Intel Core i7-8700 CPU @ 3.20GHz, NVIDIA GeForce
1080 GPU, and 32GB RAM. The operating system and the
particle system simulation tool were Ubuntu 18.04 and Unity
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2021.1.7f1, respectively. The average computational times
spent in the stages were listed as follows: local selection
(2.47 s/frame), raycasting (0.13 s/frame), refinement (0.53
ms/frame), and synthesis (0.0081 ms/particle). The local selec-
tion module, particle system simulation, and raycasting were
implemented on Unity. The refinement and synthesis modules
were implemented with C++. The overall computational speed
could be further improved if the modules were optimized.

2) Manipulation Check: It is crucial that the spray sim-
ulation process provides sufficient diversity and flexibility so
that the reconstruction process can produce desired results. We
designed a manipulation check experiment to demonstrate that
the proposed simulation process was able to generate results
with rich patterns. We considered four variables, including
r, δW , Ps, and vehicle speed, and two extreme values of
each variable were considered. The value of particle minimal
detectable radius rm (see Lidar Perception, Section III-B) was
set as a linear relationship with the particle diameter in particle
trajectory simulation. In total, 16 conditions were obtained
by manipulating the four variables. Figure 3 shows four
significantly different results. One parameter was changed at
a time to reveal the effect of each parameter on the simulation
results.

0

3

(a) Baseline (b)

(c) (d)

Fig. 3: Lidar scan examples from some of the manipulation check
experiments in top and side views. The parameter values in the
baseline case: (a) r = 15 µm, δW = 0.1mm, Ps = 3m/s, Sveh

= 30m/s. The manipulated parameter values in each case: (b) r =
50 µm; (c) δW = 100mm; (d) Ps = 8m s−1. Colors represent the
point heights in meters. Our simulation model produces diverse spray
patterns that are physically plausible.

In another experiment, vehicles of different types were used.
We replaced a sedan car model by a truck model in the
simulation. The wind field data was recomputed based on the
truck mesh. Figure 4 shows the spray and lidar perception
results. Figure 4(a) shows that the simulated wind field which
creates a wake region in which particles flow to the back of
the truck. However, this phenomenon is less observable for
particles with larger diameter. This is due to that the effect of
wind field is smaller for larger particle mass. Larger particle
mass m ∝ r3 outweighs the influence of the particle cross
sectional area A ∝ r2.

(a) r = 15 µm

(b) r = 50 µm

Fig. 4: Effect of particle sizes on a truck. Red points represent
particles, and green points represent lidar detections produced by the
lidar perception module. δW = 1 × 10−4 m,Ps = 8m s−1,Sveh =
29m s−1.

B. Data Augmentation for Improving Vehicle Detection

An important application of our method is to improve the
performance of deep-learning based perception models. The
task is vehicle detection on spray-affected data as it is the
most influenced one.

To generate augmented data for model training, we recon-
structed traffic flows in our simulator based on the 3D vehicle
labels of an annotated lidar scan from the Waymo dataset [23].
Then the simulator generated synthetic spray point cloud that
fitted the corresponding lidar scan. The synthetic spray point
cloud and the real lidar scan were merged by organizing them
as a 2D range image sequence. The nearest range value was
preserved if there were two measurements at the same entry
of each range image.

PV-RCNN models [41] for vehicle detection were trained
without and with augmented data, respectively. The baseline
models were trained with 15719 scans of lidar point cloud data
under good weather condition from the Waymo dataset [23],
which were sampled across multiple sequences, with addi-
tional real spray data (Sequence 1 in Table I). Our models
were trained with the same 15719 scans of data as the baseline
models but with additional 199 scans (1 augmented sequence)
and 988 scans (5 augmented sequences) of augmented lidar
point cloud data generated by the proposed method. The aug-
mented data was generated using the refined synthetic particle
list T ∗

syn of Sequence 1. The baseline and our models were
evaluated using the remaining four spray-affected lidar point
cloud sequences and nine lidar point cloud sequences under
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good weather from the Waymo dataset [23] (see Section IV-A).
All testing data were not exposed to the training process. 3D
Intersection Over Union (IoU) threshold was set to be 0.5.

TABLE II
VEHICLE DETECTION PERFORMANCE ON REAL SPRAY-AFFECTED DATA.
BESIDES THE 15719 SCANS OF POINT CLOUDS UNDER GOOD WEATHER
CONDITION, SEQUENCE 1 IN TABLE I WAS ADDITIONALLY USED FOR
TRAINING Baseline AND AS THE RECONSTRUCTION REFERENCE OF OUR
METHOD. Ours WERE TRAINED WITH 1 RECONSTRUCTED SEQUENCE (R-
SEQ) AND 5 SYNTHESIZED SEQUENCES (S-SEQ), RESPECTIVELY. THE
SEQUENCES 2, 3, 4, 5 IN TABLE I WERE USED FOR TESTING. THE 9 GOOD
WEATHER SEQUENCES WERE EXTRACTED FROM WAYMO DATASET [23].

THE HIGHEST SCORE IS PRINTED IN BOLD.

Baseline
(Spray Seq 1)

Ours
(1 R-Seq)

Ours
(5 S-Seq)

Average
over 4
spray

sequences

Precision 0.444 0.483 0.471
Recall 0.884 0.884 0.888

F1-Score 0.592 0.625 0.615
AP 0.444 0.481 0.445

Average
over 9 good

weather
sequences

Precision 0.948 0.949 0.960
Recall 0.977 0.979 0.979

F1-Score 0.962 0.964 0.970
AP 0.902 0.902 0.903

Table II shows that by adding augmented data, the detection
model performs much better than the baseline in F1-score
and AP (average precision), both in spray sequences and
good weather sequences. However, the model trained with 5
sequences of augmented data performs worse than the model
trained with only one sequence of augmented data. This can
be due to the model over-fitted to the spray patterns in spray
Sequence 1.

In order to introduce richer and more diverse spray patterns
into the model training process, we conducted a further
experiment to use spray sequences 1 and 4 for training and
data augmentation. The baseline model was trained with the
good weather data (15719 scans) and spray sequence 1 and
4. Our model was trained with 1976 scans (10 augmented
sequences) of augmented lidar point cloud data generated by
the proposed method. The augmented data was generated using
the refined synthetic particle list T ∗

syn of sequence 1 and 4.
We evaluated the performance of the model using the three
unused spray sequences, and compared its performance to the
model trained with one sequence of augmented data (based
on spray sequence 1) from the aforementioned experiment. As
shown in Table III, when we introduced more diverse spray
data into the training dataset, the performance of the model
could be further improved. This also shows the effectiveness
of synthesized point clouds sequences on data augmentation.

V. CONCLUSION

This work proposed the first reconstruction and synthesis
method for generating realistic spray point cloud. Compared
to previous spray simulation methods that employs CFD soft-
ware, the proposed spray simulation model is computationally
efficient. Contrary to the traditional reconstruction methods
which require multiple iterations of manually parameter tuning
and evaluation to obtain desired results, our method automates

TABLE III
VEHICLE DETECTION PERFORMANCE ON REAL SPRAY-AFFECTED DATA.
SPRAY SEQUENCES 1 AND 4 IN TABLE I WERE USED FOR TRAINING
AND RECONSTRUCTION/SYNTHESIS, WHILE THE OTHER THREE SPRAY SE-
QUENCES WERE USED FOR TESTING. THE 9 GOOD WEATHER SEQUENCES
WERE EXTRACTED FROM WAYMO DATASET [23]. R-SEQ: RECONSTRUCTED

SEQUENCE; S-SEQ: SYNTHESIZED SEQUENCE.

Baseline
(Spray Seq 1, 4)

Ours
(1 R-Seq)

Ours
(10 S-Seq)

Average
over 3
spray

sequences

Precision 0.496 0.476 0.525
Recall 0.842 0.863 0.850

F1-Score 0.624 0.614 0.649
AP 0.470 0.468 0.516

Average
over 9 good

weather
sequences

Precision 0.955 0.949 0.964
Recall 0.976 0.979 0.978

F1-Score 0.966 0.964 0.971
AP 0.902 0.902 0.905

the reconstruction and synthesis process while maintaining
physical plausibility. Our method can be applied to the aug-
mentation of real-world lidar data to add simulated spray
effect. Then the augmented data can be used to train lidar
perception models. Our results on vehicle detection show that
a significant performance improvement is achieved compared
to a detection model trained using only lidar data collected in
good weather.

In the future, we hope to extend the experiment to include
multiple perception models to evaluate the robustness of our
data augmentation method. Furthermore, we would like to
investigate the effects of individual modules (e.g., local selec-
tion, P2P-based greedy refinement, and synthesis) and system
parameters on deep architectures for vehicle detection under
combinations of various weather conditions (e.g., heavy rain,
storm). The proposed reconstruction and synthesis pipeline
can be potentially applied to other areas, e.g., traffic flow
reconstruction. For chaotic or complicated systems, this ap-
proach provides an efficient reconstruction method by reducing
the number of full simulations.
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